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The Forum

You Break It, You Buy It: The Naiveté of Social
Engineering in Tech – And How to Fix It

REBEKAH TROMBLE and SHANNON C. MCGREGOR

Keywords digital platforms, social media, computer science, social science,
misinformation

Facebook’s mission statement promises to “give people the power to build community
and bring the world closer together” (Zuckerberg, 2017a), and in his commencement
speech to the Harvard class of 2017, CEO and founder Mark Zuckerberg spoke about his
dream, even in college, of connecting the whole world (Zuckerberg, 2017b). What
becomes increasingly clear with each revelatory news story, is that Zuckerberg – and
the leaders and engineers and designers at other tech firms like Google and Twitter –
failed to see how an engineering mindset applied to achieve social goals could wreak
havoc on society and democracy.

Facebook is not alone in espousing social goals. Twitter aims to promote conversa-
tion – their core values statement reads, “We believe in free expression and think every
voice has the power to impact the world” (Twitter Values, n.d.). WhatsApp, responsible
for spreading viral misinformation that has led to mob killings in India (Goel, Raj, &
Ravichandran, 2018), claims that “behind every product decision is our desire to let
people communicate anywhere in the world without barriers” (WhatsApp, n.d.). Google,
perhaps most ubiquitous of all, is guided by the principle “to organize the world’s
information and make it universally accessible and useful” (Google, n.d.).

Without exception, the tech firms that build and support these platforms – so
material to our daily lives – have social goals. Understanding the social world is
essential for their responsible design and implementation. Tech firms like Facebook
and Google cannot achieve their stated missions without understanding the social
world. However, in many cases, they have pursued these social aims without consult-
ing social science expertise, and certainly without bringing social science into the core
of their platform design.

Many of the platforms do employ social scientists. Facebook is well known for the
dynamic internal research it conducts, and many of these companies have top scholars on
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their teams. However, each company remains dominated by engineers – and by an
engineering approach to platform design and testing. Employees are encouraged to try
new ideas. They are asked to be creative, to experiment, to move quickly from one idea to
the next. If something fails, that is no problem. They keep trying until something works.
This experimental culture generates a dynamic work environment. But it also means that
social science typically takes a backseat. The scientific process is too slow, too metho-
dical to fit into the “move fast” culture.

And when social scientists are brought into the room, it is often as a reaction – to
help fix something that is broken. Facebook’s much-touted election “war room,” for
example, includes social scientists, but the concept of the “war room” itself belies its
reactive and reactionary function. It is an integrative system that brings together employ-
ees with a variety of different roles and expertise, but it was fundamentally designed as
a system for crisis management. This perpetual sense of urgency may also force social
scientists to take short cuts. In a war room, there is no time for in-depth, methodological,
and rigorous information gathering. Decisions must be made quickly, on the go.

So, too, even outside of Facebook’s war room. When designing systems ahead of
elections around the world – its political advertising platforms, for example – social
scientists are frequently sent to different countries to conduct interviews with local
officials and experts. However, the researchers themselves often lack regional or country
expertise, have had the interviews pre-arranged by Facebook’s research operations team,
and therefore know relatively little about the people they are going to meet, and are on
very tight time schedules, providing few opportunities to dig deeper into insights gathered
from local informants. Insights from these short visits must then be quickly synthesized
and recommendations provided to the company so the next project can begin. In other
words, whether inside offices in Menlo Park or in “the field,” researchers are always
moving fast, with little time or space to carefully, methodically, and rigorously think
through social problems and their potential solutions.

Taking a page from engineering, social scientists employed by social media compa-
nies are often considered “user experience” researchers. User experience, or UX, is
concerned primarily with how a technical system works for the individual user. UX
research asks: Does this meet an individual user’s needs? It is not designed to ask: What
does this mean on a broader scale? What are the social consequences of this? Does this
meet society’s needs? What are society’s needs? (See Friedland, Napoli, Ognyanova,
Weil, and Wilson (2012) on the information needs of the American public.)

How In-Depth Social Science Approaches Can Help: Flagging Disputed
Posts as a Case Study

In many cases, social science has answers to these questions. However, even when we
lack clear or direct answers, social scientific approaches can help unpack the issues at
hand and, if prioritized in the earliest phases of feature design and testing, could help
avoid some of the most egregious problems we have observed in recent years. Our
argument is broad – that in-depth, rigorous social scientific approaches should be applied
early, and often, in design and implementation. In this piece, we walk through one case,
which perhaps best exemplifies our contention: Facebook’s approach to combating
misinformation.

Shortly after the 2016 US presidential elections, Facebook announced a new initia-
tive to help tackle so-called “fake news.” A core component of this initiative was
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a flagging feature for “disputed” posts. If “fact checking organizations identify a story as
fake,” the company explained, “it will get flagged as disputed and there will be a link to
the corresponding article explaining why” (Mosseri, 2016).

However, just a year later, Facebook abruptly put an end to the experiment:
“Academic research on correcting misinformation has shown that putting a strong
image, like a red flag, next to an article may actually entrench deeply held beliefs – the
opposite effect to what we intended” (Lyons, 2017). After rolling out the flag feature,
Facebook conducted its own research – led by several UX researchers – and, in a post
entitled “Designing Against Misinformation,” confirmed that the flagging system had
indeed backfired (Smith, Jackson, & Raj, 2017). The disputed flags were making things
worse, not better. Unsurprisingly, people interpreted these flags through a partisan lens
(Duncan, 2018).

While it is admirable that Facebook conducted its own research and that it did
apparently consult some relevant social science literature, this example highlights the
problematic nature of Facebook’s approach to design and testing. In late 2016, Facebook
was clearly feeling a great deal of pressure to do something about misinformation. Yet,
when we are talking about important social issues, “do something” cannot and should not
become “do anything.” The “try it first; ask questions later” approach is blatantly
irresponsible.

And it seems even more irresponsible when we realize that the relevant, cautionary
social science research was widely available long before December 2016. For example,
research on “backfire effects” by Nyhan and Reifler (2010) and Garrett and Weeks’
(2013) study of real-time online corrections built on decades of work in this area. If
Facebook had slowed down a bit and rigorously examined what social science had to
offer from the very moment it began thinking about how to “design against misinforma-
tion,” the outcome could have been much different.

How so? We see at least four key areas where a serious engagement with social
scientific thinking and approaches could, and likely would, have improved matters:

Offering Empirical Evidence – A great deal of research, especially in the areas of
social and political psychology, suggests that misinformation is extremely difficult to
correct. Once people have come to believe or rely on a piece of information, attempts to
retract or counter-argue have at best-limited success (for an overview, see Lewandowsky,
Ecker, Seifert, Schwarz, & Cook, 2012). This broad conclusion is consistent across
multiple issues and under a variety of treatment conditions. So consistent, that, taken
seriously, it should have given much greater pause to Facebook’s efforts from the outset.

To be sure, the approach that Facebook eventually adopted in place of disputed
flags – “related articles” (Lyons, 2017) – was one of the few that outside scholars had
tested and shown to be effective at countering misinformation on social media prior to the
2016 US presidential election. Bode and Vraga (2015) found that offering
a recommended corrective story to one containing misinformation significantly reduced
people’s misperceptions. Facebook tested this feature while the disputed flags were more
widely operational and found that “the Related Articles treatment led to fewer shares of
the hoax article than the disputed flag treatment” and that it did not “create the negative
reaction that … a red flag can have” (Smith et al., 2017). Had Facebook waited for more
rigorous testing of both options before launching the disputed flags feature, the early
backfire effects could have been avoided.

Providing Explanations – Social science offers more than empirical evidence and
data. It also offers theory. The literature on correcting misinformation not only repeatedly
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demonstrates that corrections fail but it also offers explanations regarding how and why
those corrections fail. Flagging disputed content, for example, is likely to fail because
people’s need for cognitive congruence leads them to dismiss information that contradicts
their worldview (Lodge & Taber, 2013). When Facebook flagged a post, those who were
prone to believe the false claims likely still believed them. In all likelihood, the flag
simply drew more attention to the misinformation, allowing those prone to believe more
opportunities to share it.

Most design-oriented research examines what works and what fails by means of A/B
testing or by looking at correlations. Repeated tests or correlations within a large dataset
may have demonstrated that flagged posts were shared more. However, simply observing
that the flagging feature fails does not help answer the logical follow-up question: What
do we do next? In this case, guided at least in part by high-quality social scientific
research, Facebook adopted the “Related Articles” feature. Yet if people’s need for
cognitive congruence lies at the heart of their reaction to misinformation, simply pre-
senting more, or even richer, information is unlikely to wholly solve the problem. Indeed,
decades of social scientific research demonstrate that even the most highly educated
among us use cognitive shortcuts to process complex information and that we ultimately
learn little from having access to more context (Graber, 2004). Bode and Vraga (2015)
themselves found that the use of related articles is unlikely to correct misinformation
regarding topics that are long-standing and for which people’s opinions are already
relatively well formed (pp. 14–15). The related articles feature may therefore correct
misinformation in some instances, and it might lead to less sharing overall than disputed
flags, but it is just a starting point.

If Facebook and other social media companies continue to view misinformation as
a design problem, at the very least, social scientific theory can and should help provide
key explanatory reasoning to guide the design process. Communication scholars have
tested how different design features impact things like online deliberation (Peacock,
Scacco & Stroud, 2017), which carry important implications for industry. Peacock and
colleagues draw from deliberative theory to inform their experiments with design features
of comment sections, finding that people left more comments overall and more delib-
erative comments in a three-column section (as opposed to the common one-column
design). Social science theory is much better equipped to ask and answer: What is likely
to work and why? What are the potential side-effects and why?

Offering Richer Concepts and Measurements – Though the Facebook blog post did
not describe its methods and measures in detail, its research on the flagging system seems
to have focused on “clicks” and “shares.” In other words, the researchers appear to have
measured the success or failure of flagging based on the relative number of times users
clicked on or shared a disputed post. Clicks and shares are measures of “engagement” –
the platform’s very raison d’etre – and are familiar and easy data to collect. These
measures do tell us something about the spread of misinformation, but the view they
offer is quite limited. For example, neither tells us whether someone actually read the
content of a post, let alone how much they processed. Nor do these simple metrics tell us
what people came away remembering or believing from a disputed post.

The same social scientific literature that offers empirical and theoretical insights also
provides important information about how to best conceptualize and assess the impacts of
misinformation (Lewandowsky et al., 2012). Rather than focusing exclusively on how many
times a post was engaged, research needs to explore how long people spend reading a post,
what elements draw their attention and focus, what beliefs and information they bring to the
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table, and so on. Much of this data is at Facebook’s disposal (and no one else’s). While we do
know that there are social scientists within Facebook conducting richer, more sophisticated
research along these lines, they do not appear to be consistently and intimately integrated into
the very design teams that drive the creation and testing of basic platform features.

Providing a Critical View of Algorithms – If we take social science research
seriously, it quickly becomes clear that no matter what feature is introduced, attempting
to correct misinformation will prove difficult. Perhaps realizing that Facebook and other
technology companies are now investing heavily in the research and development of
automated techniques for detecting misinformation.

Of course, there are a number of reasons to be skeptical about algorithmic
approaches, as well. AI and machine learning have received so much hype that it is
hard not to view attempts at automated solutions with suspicion. Still, computational
scholars have made a number of important advances in this area in recent years using
network and content-based approaches, among others. A number of studies have, for
instance, demonstrated effective ways of automatically detecting clickbait news headlines
(e.g., Chakraborty, Paranjape, Karkarla & Blackmer, 2016; Anand, Chakraborty, & Park,
2017; Kumar, Khattar, Gairola, Kumar Lal, & Varma, 2018), which in turn appear to
correlate with misinformation (Chen, Conroy, & Rubin, 2015). (For an overview of the
relevant computational literature, see Shu, Sliva, Wang, Tang, & Liu, 2017). At the same
time, much of this work contains one or more research design issues that social scientific
approaches could help address.

For starters, algorithms must be trained to detect misinformation, and training
requires a set of manually labeled data. (Is a claim true, partially true, or false? Is
a media outlet hyper-partisan, conspiracy-oriented, junk science, etc.?) Developing
labeled data is incredibly laborious and expensive, and it is hard to get right. Many
computational studies rely on the “wisdom of the crowd,” farming out data annotation to
un- or loosely trained task workers on Mechanical Turk and similar platforms. With
crowd-sourcing, the validity and reliability of the labels are incredibly problematic.
Another option is to rely on determinations of veracity provided by well-known profes-
sional fact-checkers such as Snopes and Politifact. With professional fact-checkers,
however, datasets are relatively small, and combining data from multiple sources that
apply different fact-checking standards is itself problematic.

Here, communication scientists seem particularly well equipped to provide assis-
tance. With a long history of media content analysis, the field has a wealth of scholars
who know how to devise and test conceptually rich and valid annotation schemes and
who understand best practices for training and monitoring non-expert annotators.

Whatever the approach to generating labeled datasets, once the datasets exist, computa-
tional researchers tend to flock to the same data. This includes researchers working within the
big tech companies. The data they rely on have been collected for other use cases; yet
questions about the mismatch between data and new research questions or analyses may not
be raised. And without access to the original annotators or even the annotation rules, fewer
still interrogate potential data quality issues. Here, too, social science can be of help. For
example, communication scholars Muddiman, McGregor, and Stroud (2018) show that
validly and reliably labeling text data are content- and context-dependent, meaning that
existing labeled sets have minimal practical use across contexts.

Approaches used to select case studies in comparative social science research are also
instructive. As comparativists know, the most useful tests of a new theory are often most- or
least-likely cases. A most-likely case has a variety of characteristics or behaviors that would
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lead one to believe that the outcome expected by the theory is very likely to emerge. A least-
likely case, on the other hand, has characteristics that make it a more difficult test. Thus, if
a most-likely test fails, the theory is seriously undermined; while if a least-likely test
succeeds, confidence in the theory is significantly bolstered (Gerring & Seawright, 2007).

Similarly, if we want to understand the value of a particular dataset for either training
or testing an algorithm, we could ask whether the data represent most- or least-likely
cases. In practice, the social data most easily accessible to computer and data scientists
will – by virtue of being so easily accessible – provide most-likely cases. Take Popat
et al’s (2018) work on DeClarE, a neural network model for automatically fact-checking
claims, for instance. DeClarE searches the web for media stories related to a given claim
and uses the information found in those stories to classify the claim as true or false. In
one test, the researchers assessed DeClarE’s performance by comparing its classifications
to PolitiFact. Because PolitiFact focuses on highly visible claims made by well-known
US political figures such as Barack Obama and Donald Trump, we would expect there to
be plenty of external information available for the algorithm to process. That is, many
other outlets will have addressed and fact-checked the claim. If the algorithm performs
poorly despite having a wealth of external sources, the researchers would have grounds
for strongly questioning the model. At the same time, even if the algorithm performed
very well (which it did), research should not stop there. Powerful, popular misinformation
does not always originate from well-known public figures, and identifying or constructing
a dataset that contains claims from much less visible actors would provide a stronger test
of the model’s utility.1

A burgeoning area of computer science research known as “adversarial machine
learning” tries to construct just such “hard” test cases for training and validating algorithms
(Goodfellow, McDaniel, & Papernot, 2018). However, without domain expertise – about,
for example, media systems, specific political figures, and even misinformation itself – it
can be incredibly difficult for computational researchers to produce appropriate data that
reflect realistic and challenging real-world cases. With a critical eye and input from social
scientists, identifying or constructing such a dataset should become much easier.

Where Do We Go from Here?

It is clear that social science is underutilized by technology firms, even as they espouse
uniformly social missions. In critiquing these firms, we do not mean to diminish the
engineers themselves nor even the techniques engineers apply. Engineering and design
approaches are incredibly important and valuable. But when technology companies allow
these approaches to dominate all else, the broader social impacts are rarely part of the
equation. As Fred Turner has argued, “The engineering world doesn’t have a conception
of how to intervene in a debate that isn’t infrastructural” (Turner, 2017). Yet infrastruc-
tures themselves have social and political effects.

We, therefore, propose two ways to better integrate social science in technology
companies’ work. In the short term, these companies should reduce compartmentaliza-
tion and bring social scientists to the very heart of their design teams. For example,
journalism scholars should not only be brought in to advise on things like which
organizations might be reliable fact-checkers, but also whether the very idea of fact-
checkers and flags on disputed posts is wise. And social scientists should not be mere
advisors to engineers and computer scientists, but rather co-equal partners with
collaboration across all areas of design and testing. And the strengths of social science
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research should be brought to bear in these processes. Slower, more systematic, and
methodical approaches that draw on deep area expertise concerning political and social
issues such as race, class, and gender, as well as expertise in specific countries and
regions of the world must inform responsible technological development. For example,
thanks to the work of Kim and colleagues (2018), we know that during the 2016 US
election, misinformation on Facebook was specifically targeted to people along racial
lines, likely exacerbating existing inequities. Engagement with scholars in this area can
help tech firms understand who is likely to be targeted and susceptible to misinforma-
tion. This more holistic approach can, in turn, reduce social harm as well as the need
for quick, ill-informed interventions by anticipating social effects at the outset of
platform design processes.

In the longer term, we encourage curriculum changes for both computer and social
science. Ethics courses are increasingly being offered in computer science curricula.
Social science courses should be offered as well. The idea is not to train computer
scientists as social scientists, but rather for students to consider the social implications
of their work, which will, in turn, provide a stronger base for the type of partnerships we
describe above. In the social sciences, we are preparing for these partnerships as well,
increasingly encouraging and offering classes on computational programming. These
types of cross-disciplinary curriculum changes ensure baseline knowledge, and “lan-
guage” overlaps expand mindsets and gird collaborations.

The short- and long-term solutions we propose will not come cheaply. But as we
have seen, shortcuts now will prove even more expensive in the long run. The “move
fast” ethos has cost technology companies and society at-large. Poor investment in the
social sciences now will lead to more mistakes and scandals – not to mention real social
harms – in the future. As communication scholar, Dannagal Young suggested, “move fast
and break things” must immediately shift to “slow down and fix things” (Young, 2018).
Our suggestions for improving collaborations and curriculum changes can take up the
charge in the immediate aftermath. The need to fix things will be dramatically reduced by
incorporating social sciences into the core of technological innovations on the platforms
so fundamental to our social lives.

Note

1. Popat et al. (2018) do offer a number of other tests, but none represents a true least-likely case.
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